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When I agreed to write this paper, I thought the request was for a first-person historical 
description of what I saw in the field and what I hoped for when we planned and 
created AST. There was interest among a new generation of AST activists in the 
personal stories of the Founders. My understanding was that mine was one of 18 
papers that would publish together. So I decided to tell my story through my eyes and 
let the other folks tell theirs. Apparently I misunderstood the situation (I’m a retired old 
man, these things happen). If I had realized that I was being invited to write the main 
retrospective on the creation of AST, I would have served the community much better 
by acknowledging the roles of about 100 people who brought a diversity of good ideas 
and contributed a lot of work into a process that ran from 1995 to 2004 (when AST 
incorporated) to 2006 (the first CAST). Unfortunately, this is the paper that I’ve written, 
and I can’t create a replacement before (or even near to) the deadline. So this is what it 
is. Please forgive the inappropriate narrowness of the perspective of this paper. I hope 
it is somewhat useful to readers despite its weakness. 

SECTION 1: About AST Goals and CAST 
1.1. What Were The Founders’ Goals For AST? 
There were many founders who contributed ideas over about a 20 year period. In the last meetings 
on Florida Tech’s campus, in 2004, we agreed to incorporate, chose a starting set of executives, and 
set out some goals. We wrote some down. Others were implicit: they weren’t on a formal list but 
they were in the room and in our actions. Others still were set aside at first but had their impact 
later. 

Here are the ideas that I think were our primary guides 20 years ago: 

1. First and foremost, we wanted to improve the craft (or profession) of software testing. We 
wanted to improve it for the people who did this kind of work, for the workgroups (such as 
development teams) that included us in their work, and for society at large.  

o The rest of the ideas in this list are unordered. I can’t rank them in importance. But 
this first one was supreme. 

2. We wanted to help testers (including ourselves) deal with the constantly changing nature of 
our work. 

o Here’s a starting definition: Software testers use empirical methods to find, 
gather evidence about, and demonstrate problems in software that reduce its 
quality. 

Our main methods are tests. Throughout the history of software testing, many 
people have thought that testing is easy or wasteful, and testers are disposable: 
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• In the 1960’s, people were talking about writing software tools that would 
eliminate the need for professional programmers (and testers). The miracle 
cure of that era was called COBOL. 

• In the 1960’s and 1970’s, the “automated programming” and 4th generation 
languages were supposed to replace programmers and testers. 

• The 1980’s and 1990’s and even early 2000’s brought us test scripting and UI 
scraping to automate testing. All the junior testers, and many seniors, would 
become unnecessary. 

• Same time period: The Big Kids at the Big Companies were doing Automated 
Software Engineering. This was like creating The Terminator. And of course, 
testers would be exterminated.  

• 2001: Agile development came on the scene. The agile movement 
reassigned much of the responsibility for quality control to programmers. 
Many of them believed this would eliminate the need for most or all 
professional testers.  

• More of this as Continuous Integration and DevOps gained popularity.  
• Now, vendors of the big generative AI tools tell us that in the next few 

months, they will improve their models so much that most programming 
jobs and even more most testing jobs will disappear. 

o This is a big crisis!!! 
o Soon we will all have to become Uber drivers, until the robotaxis 

take those jobs away. After that, I hear, we will probably become 
computer repair technicians, because in a computer intense world, 
computer repair technicians are like cockroaches. You just can’t live 
without them even if you really want to.  

Testing jobs won’t really go away. But they are always changing. 

I marvel at how much we have achieved in the last 30 years. Development groups 
create larger applications with more capability that are more reliable and more 
secure. But my understanding is that they use fewer testers. More of the core 
control of quality is done inside the development tools and in the practices of the 
programming groups. 

The nature of our role is that we operate at the boundaries, where technology 
that doesn’t quite work meets people or other systems that need it to work 
better. We’re the ones who are helping that technology and those people bridge 
that gap. Our role will always exist but we have to keep adapting to fill it.  

An AST has to help testers notice some of the old roles that are gradually 
disappearing and prepare for new opportunities, that require new types of tests, 
tools, skills and maybe new ways of thinking.   

3. We wanted the opportunity to entertain and present new ideas. 
4. We wanted the opportunity to (sometimes) ignore old ideas and look at / discuss the new 

ones on their own terms. 
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5. We wanted the opportunity to try things out. Testing things, facilitation techniques, 
presentation techniques, new ideas or unpopular old ideas could be given their chance. 
Opportunity doesn’t mean just “permission.” It means creating situations where people can 
learn something, practice with it, and take it to real-world settings. 

6. We wanted to encourage controversy but to insist on civility. 
o I’ll talk a few times below about the roles of facilitators and our need to grow them 

or train them. 
7. We hated bullshit and wanted to discourage bullshitting in our organization. 

o I am using “bullshit” as a word with a specific meaning, not just as a curse. 
Wikipedia describes Harry Frankfurt’s work on “bullshit” in this way: 

On Bullshit is a 1986 essay and 2005 book by the American philosopher 
Harry G. Frankfurt which presents a theory of bullshit that defines the 
concept and analyzes the applications of bullshit in the context of 
communication. Frankfurt determines that bullshit is speech intended to 
persuade without regard for truth. The liar cares about the truth and 
attempts to hide it; the bullshitter doesn't care whether what they say is true 
or false.[1] Frankfurt's philosophical analysis of bullshit has been analyzed, 
criticized and adopted by academics since its publication.  

https://en.wikipedia.org/wiki/On_Bullshit 

Too much that has been written or taught on how best to manage software projects 
and how to manage and do testing is bullshit. Back in the 1990’s (and before), 
software testers were being inundated with bullshit. It made it hard for us to do our 
work, and especially hard for us to improve. We were sick of it.  

8. We wanted opportunities to be active in AST, to participate in different ways, such as 
forming a community, planning or hosting or running events or activities, or developing new 
knowledge about testing. 

9. We wanted a big emphasis on education of the members and of the public. 
10. Most of us wanted to be able to do the testing activities and thinking and teaching in a 

context-driven way.  
11. Several of us wanted to enable people to do the testing things in additional ways. AST 

membership might be primarily context-driven but most of the leadership saw ourselves as 
providing services to the whole field, not just the context-driven subset of it. We wanted AST 
to be a big tent and to protect our diversity.  

o That goal waxed and waned over time. Your generation will have to decide for itself 
whether it wants to affiliate itself with any particular school of testing. 

12. We wanted to create a journal of the AST that would publish high quality articles on the 
theory and practice of software testing.  

o It turned out that that was far too hard a task, and one that should be attempted 
only by a much more established organization. We had this goal, but we abandoned 
it.  

https://en.wikipedia.org/wiki/Harry_Frankfurt
https://en.wikipedia.org/wiki/Bullshit
https://en.wikipedia.org/wiki/On_Bullshit#cite_note-bullshit-1
https://en.wikipedia.org/wiki/On_Bullshit
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1.2. What Did AST’s Founders Want From CAST? 
CAST exemplified the essence of what we wanted from AST. The Conference of the Association was 
a meeting place: 

• for people trying to think about how to do (or manage) testing 
• for people trying to understand testing and its role in the world 
• for people who were looking / shopping for skills, tools, techniques, consultants, staff or 

jobs 
• for people trying to socialise with other people who understood testing and liked to be with 

testers 
• for people who wanted to make a place for themselves in this field, to build their 

reputations, to lay a foundation for a more senior place in the community 

Here are some of the attributes of the early CASTs: 

1. Emphasis on interaction  
o At most conferences, the speaker speaks for a while. At the end, there are 38 seconds 

available for asking questions. Then we move to the next speaker. This is not interaction.  
o At some conferences, people can ask questions throughout the presentation. That 

works, somewhat, unless it derails the speaker or runs the speaker out of time without 
finishing the presentation. In these cases, this is counterproductive interaction, often 
dominated by one or two people. 

We had a different idea. 

We asked the audience to let the speaker speak until s/he was done with the 
planned presentation. The speaker was free to change that rule. But after the 
speaking, the audience was free to ask the speaker any number of questions for any 
amount of time. 

This was true for keynotes as well as for regular presentations. We explained 
that as we first negotiated with a person to become a keynoter. If they were 
unwilling to participate in an overflow discussion, and be challenged in detail 
by the audience, we looked for a different keynoter.  

A speaker who attracted a lot of interest would have a discussion that typically ran 
over the scheduled time. No problem. We would either move the speaker to an 
overflow room or move the next speaker or the next session to the overflow room. 
After some time for people to move, the ones who were interested in this discussion 
would be in the room. We generally sent a facilitator into the room, and the fun 
would begin.  

Sometimes there were counter-presentations. Suppose I spoke, say as a keynoter. 
You might know what I was going to say (slides often got circulated in advance) and 
you decided to respond. OK, let the facilitator know. S/he would give you access to 
the projector for, maybe 5 minutes, and you could say your thing and the speaker 
could respond.  
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Between experienced presenters who disagree, these types of discussions can bring 
in drama, entertainment, and force some clarity into the confusing parts of a 
presentation. 

It would probably be nasty and inappropriate for an experienced speaker to come 
into a follow-up discussion with a relatively new presenter and make a counter-
presentation. Don’t do that. If you are the facilitator, don’t allow that. Don’t create 
situations that will make inexperienced presenters terrified to offer to make a 
presentation at CAST. 

Counter-presentations happened, at a rate of a few, not many, per CAST. 

Overflow discussions were common. Lots of people had questions on interesting 
topics. Some people would bring questions or comments on different topics that the 
presenter was known for. Again, the facilitator is responsible for ensuring that these 
types of questions or comments are fair game, and for inexperienced presenters, they 
are not fair game. 

In overflow discussions, it was OK for one person to ask a question and then follow-up 
questions. Subject to the tolerance of the facilitator. Plenty of time was available, so 
tightly restricting questions and answers and comments was rarely the primary 
concern. But nastiness and intimidation are rarely welcome and the facilitator was free 
to tell someone who abused the discussion to leave the room. 

Overflow discussions typically lasted minutes, like 15 minutes, and sometimes ran for 
hours. If they dragged on and got boring, people left whenever they wanted. These were 
not formal presentations where it might be seen as rude to walk out. A multi-hour 
discussion (probably debate, or extended series of demonstrations) that kept its 
audience was special and people would talk about it when they got home. 

2. We didn’t like Bullshit 
o It’s no fun when a presenter exaggerates and even less fun when they make stuff up. If 

someone claims they have evidence of X, it is fair game to ask for the evidence. If they 
talk about the capabilities of a tool or the results of a type of testing or make other 
claims that sound questionable, it is OK to ask what their basis is for making the claim.  

• Nastiness is not OK 
• Asking what kind of evidence a person has is not nastiness unless it is 

done in a nasty way 
o It was a lot easier to pin someone down in a LAWST than in a CAST. The LAWSTs called 

for experience reports, stuff that actually happened to you or in your presence. Everyone 
who came knew that if they gave experience reports, they would have interested 
listeners who asked a lot of questions. We had people who made their stuff up, and 
were questioned until they finally admitted they had not been telling the truth. In LAWST, 
though, the questions were the norm, not the ambush. 

o Detailed questioning that goes to the credibility of the speaker can take uncomfortably 
long and feel unfairly surprising and make everyone else in the room say, “I’m never 
going to make a presentation at THIS scary conference.” This is a hard problem, there 
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must be limits, this must be controlled and limited by a facilitator or there will be 
hard(er) feelings.  

o If I made some statements and you thought I was bullshitting, you might start with some 
pointed questions, which is OK, but pretty soon the facilitator would probably take you 
aside and ask you what you were up to. If I was an experienced presenter who could 
handle a debate, and if your questions seemed reasonable and appropriate given what I 
had said and how I had said it, the facilitator might give you a fair bit of leeway. 

3. Controversy was welcome  
o Stirring controversy by making personal attacks was a good way to invite the facilitator 

to shorten your presentation. Bye now. 
o Stirring controversy by rationally challenging a viewpoint held by many people in the 

room was welcome, especially if you could support what you said with facts and 
evidence. 

4. The role of the facilitator at CAST was very important 
o In a simple presentation with questions and answers, the facilitator is just a friendly 

traffic cop, making clear who speaks next and giving everyone who wants it a fair 
amount of speaking time. 

o We welcomed discussions among people who disagreed. Testers can be very 
disagreeable people. We make our business figuring out what’s wrong with things. If we 
can do it to a program, we can do it to speaker presentations, too. A lot of good can 
come out of disagreements, but a lot of anger and hurt, too. The facilitator needs some 
training in group dynamics because they have to calm the room; they have to allow a 
productive back-and-forth to play itself out; they have to make space for everyone to get 
in their words; they have to limit interactions that are counter-productive while trying to 
keep the participants and everyone else feeling safe and welcome (until they kick 
someone out, which almost never happens, but it can happen). In a tough room, this list 
of goals sometimes feels like you can’t have them all, so which are you going to 
achieve? The facilitator has to be able to do that kind of thinking on the fly, and act on it 
with authority. 

• Facilitators need training. I’ll write about that below. If your facilitator is 
untrained, they can be a good traffic cop, but they can’t run a tough 
meeting. 

5. Asking a presenter to clarify the context of the practices they recommend was OK 
o Someone says that it’s a good idea to do X when you test. You don’t think so, or don’t 

think it would fly at your company. So ask the question, when would you do this? In what 
situations would your recommendation be reasonable and in what situations do you 
think it might be counterproductive? 

o Some people don’t know how to answer questions like that. They might be 
inexperienced or they might be revealing that they haven’t thought this through. OK, 
don’t beat them up over it. But now you know. 

6. Sessions that involved activities, everyone doing something, or demonstrations were 
welcome. 
o An activity might be resource-limited. Imagine 10 people writing code together and 

reviewing it together. Why 10? Because you could only fit 10 machines in the room.  
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o There are multiple sessions in parallel at CAST, it was OK for some of them to be 
intentionally small. 

7. We also wanted a forum that would allow us to celebrate success. 

At this point, I think I’ve presented the important ideas that we started AST with. I’m not going to 
write about governance because your generation will govern AST differently, just like some of the 
generations that came before you governed AST differently from each other.  

Besides, I enjoy thinking about many things, and doing a lot of things, but operational governance of 
an organization is not one of them. To the extent that I was able to ignore how AST was being 
managed, I did. I was unavoidably involved in much of the management (but never, I am happy to 
say, as President) but I have largely forgotten most of the details. So in terms of what we were trying 
to do, and how, I think I have given you what I can. 

The rest of this paper is about the historical background to AST, the poor technical/social context 
for software testing that provided some of the motivation, and the evolutions that helped us see 
potential positive value.  
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SECTION 2: THE DOMINANT MODEL OF SOFTWARE 
DEVELOPMENT AND HOW IT IMPACTED TESTING 
This section looks at the model of software development that dominated the field’s thinking in the 
1980’s and 1990’s. Variations of this model were embedded in software engineering standards, 
published by various standards organizations. Many companies chose not to follow the standards, 
but most of them paid lip service to them, agreeing that they described “the right way” to work.  

In my opinion, those models were misguided. They presented a misguided view of the nature of 
software quality, and the objectives of software quality control. I came to see them as anathema to 
the objectives of good testing. But because they were so widely accepted (though not followed), it 
was very hard to get groups to make progress toward creating alternative models.  

We needed an independent society for software testers that took a pragmatic view (ask, 
“What works?”) and was willing to seriously consider how to dismiss and replace counter-
productive models and practices. That was the original driver for trying to form what became 
AST. 
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2.1 Some Background: How Do We Make Things? 
I started working in the consumer-focused California software industry in 1983. I had just 
completed a doctorate in human experimental psychology. My core work was in psychophysics, but 
the university required us to develop a broader background by doing research in several other areas 
of psychology or related areas. So, for example, I studied heuristics and biases as a topic in 
cognitive psychology. Along with other “usual” topics for an experimental psychologist, I wrote a lot 
of code and did research into statistical analysis and in the human side of tasks like data entry, user 
errors, and other topics in the design of office automation software.  

2.1.2 Making things for people 
Psychophysics studies measurement of human experiences. For example, physicists measure the 
physical intensity of a sound; psychophysicists ask how loud it sounds to a human. We study the 
variables that change the perceived loudness the same physical sound when it is presented under 
different circumstances. Combine that with study of the physiology of the ear and parts of the brain 
and we can learn a lot about how people hear. Psychophysics developed within an evolving theory 
of measurement that was part of the foundation of the applied field, human factors. Human factors 
engineers design machines or processes to be more useful and more pleasant for humans who 
have to work with them. For my career, I wanted to do that for software. I flew to San Francisco the 
day I completed my studies. 

I believe many critical problems in computer-related systems are human factors problems. When 
people cannot properly control a software-intense machine (like a word processor on a home 
computer, or a control console on a plane), we have to fix something. One approach is to “fix” the 
people (blame them, retrain them, or dispose of them). The human factors analyst tries to redesign 
the system to work more effectively with people rather than redesigning people to work more 
effectively with the system. 

2.1.3 Making clothes and other manufactured stuff 
Before California, my industry experience was in higher-fashion clothing. I grew up in my parents’ 
clothing stores. Our stores sometimes created designs ourselves, sourced the materials (e.g. 
fabrics), and contracted out the manufacturing. Usually, we bought already-designed stuff from a 
manufacturer.  

The 1960’s were a golden age for fashion clothing for the mass market and manufacturing systems 
to serve that market. Fashions changed quickly. It was challenging to rapidly turn new ideas into 
new good-enough-quality clothes for sale into the mass market. I developed a healthy respect for 
process models that organized the work.  

Typical manufacturing process models started with requirements analysis. What should a pair of 
pants look like this year, how should the fabric look and feel on them, what washability issues and 
how much can we charge? “Requirements” are mandatory elements of a design. A designer creates 
a line of garments (pants, shirts, jackets, accessories, etc.) that incorporate the required elements 
attractively into a common theme. Designers usually produced samples (prototypes) that would go 
through evaluations and adjustments until final samples were made. The final samples, and written 
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descriptions of them, were the final design. The manufactured garments would be just like the final 
samples. 

The distinction between design and manufacturing is that the designer is trying to figure out what to 
make. The manufacturer is making a zillion copies of it. People often do “manufacturing 
engineering” to figuring out how to manufacture the product more efficiently. That often calls for 
tweaks to the design that won’t be noticed by the consumer. Sometimes manufacturing engineers 
reject a design as unmanufacturable and the designer has to make significant changes.  

The critical decisions about the product’s are made during design. Think of the seams on a pair of 
pants. How strong is the thread? How hard to you have to pull the fabric away from the seam before 
the thread breaks or the fabric rips? Should seams be reinforced? Will the pants look OK with 
reinforced seams at this place? Questions like these are answered by the designer, before 
manufacturing starts. 

Once they are manufactured, suppose the pants fall apart in the store. If the seams were sewn 
badly (bad manufacturing), the retailer can return them to the factory for a refund. But if customers 
just don’t like the design, the retailer will be stuck with unsold pants and lose a lot of money. 

Once final samples go to manufacturing, and clothes are made, it is too late to change the design. If 
the finished clothes match the samples, they are what they are supposed to be. Next time, we can 
make something different, but we have to sell this batch as they are. 

The term “quality control” usually describes work done as part of manufacturing. The design is 
finished. The company is making the pants. The cloth has to be cut correctly. The seams have to be 
sewn correctly. The pants have to be packaged correctly. Errors in those things have to be found on 
the factory floor and fixed (which is expensive) or thrown away. The quality control group tries to find 
the errors so that customers (stores or consumers) don’t get them and return them (which is much 
more expensive). It also tries to find root causes of errors so the manufacturing group can change 
how they make the pants and stop making a certain kind of mistake. The quality control group uses 
statistical methods to identify patterns of errors. Typical question: does this changed production 
method make error rates better or worse?  

Some quality control groups try to reach back into the design process, to make error-prone designs 
easier to manufacture or to make fewer people unhappy. This is important work, but most writing 
about quality control focuses on activities in manufacturing, not design. 

2.1.4 Making software is different 
When I came to California, my industrial biases came with me. I was young and naïve and thought I 
knew a lot about making products, selling products, managing workers, and providing customer 
service. There are similar-looking process models for all of these. Over the next year, somewhat 
painfully, I realized that software is different. 

The process models for making things sound the same as common process models for software: 

• Start with requirements analysis (what do we want?). 
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• Design the product in a way that meets the requirements and adds the other details needed 
to determine what will be made. (High-level design, detailed design, system, component, 
interface design, are all variations on the theme of deciding what we’re going to make). 

• Implement the product (Make it.) (Write the code, create data, create interfaces, document 
everything, get it working). 

• Test it (Make sure the implementation actually works well, as a full system, in simulations of 
real use). 

• Deploy it (Sell it to customers). 

2.1.5 Notice what is not here: Manufacturing  
The challenge of making a zillion copies of a consistent quality is huge when making a complex 
mechanical thing like a car. It is easier but still significant when making something with fewer 
components, like pants. 

The goal of manufacturing is to efficiently and reliably make a zillion things that all conform to the 
designers’ specifications. They are also conforming to the product requirements, because at the 
point of manufacturing, every aspect of the specified design is a requirement.  

Variance from the specification is bad. For example, if you can’t plug an electrical cord into an 
outlet because the prongs are too close together, that’s a defect. The standard gap between the 
prongs is well-known and most cords probably ship with good plugs at the end. The ones with 
prongs too close or too far apart won’t work and the customer won’t have to pay for them. Defects.  

However, in the larger picture, manufacturing quality is only one part of product quality . 
Nonconformance to specification might be bad quality, but conformance does not equal good 
quality. A zillion perfect copies of a badly designed product yields a zillion bad products. A zillion 
Ford Pintos came with a zillion explodable gas tanks and a zillion potential lawsuits. 

In the courses I took in on quality control, especially statistical quality control, the emphasis was 
on manufacturing errors, not weaknesses in designs or processes for creating designs.  

What is different about software quality is that manufacturing of software (making the zillion 
copies) is fast, cheap, and reliable. Software quality problems are almost always design problems, 
not manufacturing problems. Every copy of the software includes the same bugs.  

What we call “implementation” in software maps to much of the design process for traditional stuff, 
like clothing. In clothing, the final samples allow us to start the manufacturing process. In software, 
once the “final sample” is done, we are done. The software goes to the customer. 

The manufacturing problems that must be controlled so carefully in traditional industries are 
irrelevant to software. Because of that, the relevance of statistical quality control to the control 
of software quality was, and is, pretty close to zero. 

2.2. What Is Software Quality? 
We still have big problems in quality of software. But they are design problems, not manufacturing 
defects.  
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2.2.1 Software quality is not about conformance 
In traditional industries, it is the design team who evaluate and approve the quality of the final 
samples, the things that will be copied via manufacturing and sent to the customers.  

In software development, the software testing organization is part of what the traditional 
industry companies would call the design team. 

The good news is that we bring a sense of professionalism and a level of professional skill to the 
kinds of errors that can destroy an entire product line or harm an entire class of people.  

Even a small error can have a big impact. A small manufacturing error on a single shirt might annoy 
one person without endangering them or ruining the product. It is no big deal. A comparably small 
error in a software product might annoy every person who uses the product. If that’s the only 
annoyance in the product, maybe no big deal. But if there are lots of little annoyances, we risk 
having a product that every single customer hates. That is a big deal.  

The bad news is that almost everything written about quality control is about errors made in 
manufacturing. Very little of that applies to us. We are working in a field that has very little 
published history and very little training material that was designed specifically for us. 

We have to invent our own quality-control discipline. 

People from other disciplines who tell us we need to behave like the traditional quality control 
professionals often don’t realize that they don’t understand how our industry works. They are trying 
to be helpful, even if they are failing at it. 

We are taking on the role of professional quality advocates in our industry, but we have to figure out 
what that means in our industry. To do that, we need a good definition of “quality” that applies well 
to software. 

2.2.2 Quality is value to some person 
Two leading figures in the classes I took from ASQC (the American Society for Quality Control, later 
renamed ASQ) were Joseph Juran and W. Edwards Deming. The books that most influenced me 
were Juran’s Planning for Quality (1988) and Deming’s Out of the Crisis (1986) and The New 
Economics for Industry, Government and Education (1993). Deming and Juran were both important 
teachers of statistical process control. But they also taught important lessons about design quality 
and those are the lessons that most apply to software. 

Back in 1974, in his very influential Quality Control Handbook (3rd Ed.), Juran introduced a definition 
of quality that would become famous:  

QUALITY IS FITNESS FOR USE 

Juran talked about satisfiers (things that would delight the customer) and dissatisfiers (things that 
would disappoint the customer) as indicators of fitness for use. In the later books, he elaborated 
extensively on this definition.  

Deming was less focused on a precise definition of quality and more focused on processes for 
achieving outcomes that meet the stated and unstated needs of the customer.  
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QUALITY IS WHATEVER THE CUSTOMER NEEDS AND IS WILLING TO PAY FOR. IT MUST 
BE BUILT INTO THE PRODUCT 

For software, Gerald Weinberg translated these views into the definition that I rely on most often:  

QUALITY IS VALUE TO SOME PERSON 

 (Weinberg, Quality Software Management, Volume 1: Systems Thinking, 1992). 

The discussions by Juran, Deming and Weinberg all focus our attention on the overall results for the 
customer. In software, those results come from the design of the software, the availability and 
effectiveness of documentation and training, the availability and effectiveness of customer 
support, and the extent to which the design of the software survives changes in the 
environments, even changes that are impossible to anticipate today.  

A software system that seems perfectly secure today might become severely vulnerable when it is 
run a few years later on a new computer, on a new version of the operating system and attacked by 
new tools that implement new attacks that no one imagined when the software was designed.  

Software might have high quality today, but in a few years, a not-updated copy of the same software 
will probably be plagued with security vulnerabilities. Same software, different context, lower value 
to the user, so lower quality. 

2.2.3 Quality is subjective 
If quality is “fitness for use”, a program might be fine for you but not for me. We might describe our 
goals in similar ways, but we might have different expectations of how it should work. Or differently 
configured machines to run the software on. Or differently formatted data to work with, or data that 
can only be obtained from different sources. Whatever the difference, if the program does what you 
want, it is, for you, high quality. If it fails to achieve what you want, it is, for you, not high quality.  

Industrial life comes with many truisms. Once of them is, “You can’t satisfy everybody.” 

An excellent software product will provide good value to most people who try to use it. But for some 
people, it will stink, and they will describe it as crap. Which group is correct? Both. 

Weinberg’s definition emphasizes the subjectivity and transience of the concept of quality. It has 
guided my professional career in software, law, human factors and education. 

2.3 The “Software Crisis” of Bad Quality 
In 1968, participants at the NATO Software Engineering Conference met to bewail and bemoan the 
“software crisis” and coined the term, “software engineering” as the name of the new discipline 
that would pull the world out of this unacceptable state.  

They were expressing a legitimate concern. Software, including life-critical software, was taking far 
too long and costing far too much to develop; delivered systems were unsatisfactory; and blame 
was routinely placed on customers who (allegedly) didn’t know what they wanted, didn’t know how 
to explain what they wanted, or (according to developers) were too undisciplined and too stupid to 
use what they got. 
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I wrote my first programs in 1964. In 1970, I started helping my father prepare our manual systems 
for transition to automated inventory management. We did very detailed, months-long, preparatory 
work. Then I watched in in horror as the hardware and software we got from a large, reputable 
company nearly destroyed our business. For example, their system took three weeks to crunch 
basic sales data that had already been entered into their system (at the cash register). Working by 
hand, counting piles of sales tickets (raw data), it took us one week to compile and analyze the 
information we needed. We used more information, more accurately, at a higher level of detail, at 
lower cost. A selling season is a few months. The difference between one week and three is huge. 
This system was worse than worthless. We had described our manual process precisely and laid 
out performance expectations explicitly. We demonstrated what we needed to the sales team and 
they assured us we would get it. However, the specification we received was opaque, the contract 
had non-negotiable disclaimers and so our contract gave us no right a system that actually met the 
salespeople’s promises. Our only practical solution was to return to our manual systems while 
paying off the 5-year lease for the hardware and software we had to store in our warehouse.  

So, do I think the industry was suffering a “software crisis”? Oh, yes.  

But was the cause bad development process? Maybe, in part.  

I think the industry’s primary quality problem was lack of accountability. I think the real solution to 
the “software crisis” is the same one America has used to clean up so many other industries. If 
vendors commit fraud, breach of contract, or deliver unreasonably dangerous products, let 
customers sue them. If they have to pay for the harm they cause, they’ll figure out how plenty 
quickly to make promises they can keep and how to keep the promises they make. 

Unfortunately (in my view) society took a different path. 

2.3.1 Traditionalist solution: Fix the software crisis with Standards 
Here was The Brilliant Idea: If we write lots of standards that specify how software should be 
developed, and if everyone follows the standards, then the results should be good software. 

And so, in the 1970’s and 1980’s, a stream of standards documents were published to describe, 
how software should be planned, designed, specified, and documented, how the implementation 
process should be structured, and what the software quality control process should look like. 

2.3.1.1 The phased development models 
These standards brought the “waterfall lifecycle” to the software industry. (Requirements → design 
→ code → test → release to the customer.) 

The early versions of the standards demanded a rigid system, in which you would finish drafting the 
requirements before starting the design phase. Weaknesses in the requirements would show 
themselves, and should be fixed, in the design phase. Fixes to the requirements would be finished 
by the end of the design phase and so the fixes to the requirements would be finished and locked 
down at the end of design. Fixes to the design should be finished during coding. Requirements and 
design would both be frozen before the code was given to testers.  
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2.3.1.2 The phased models locked down the design before testing started 
Later versions were more flexible, but in general, by the time software got into testing, the 
expectation was that requirements were locked in stone, and the design was locked in an 
underground prison that could only be visited by someone with a special pass signed by The 
Change Control Committee.  

The software testing world fixated on a variation of the waterfall model called the V-model. The V-
model adds a few lines and boxes, but the essential quality-related decisions are still locked down 
before the software is available for any human to try out. When the software is finally available for 
evaluation in real-life circumstances, serious problems in the design are not supposed to show up, 
and if they do, they are being very naughty, and it is too late to fix them. For testers like me, this was 
the fundamental flaw of the waterfall model, and the V-model did nothing to fix it. So when I talk 
about the waterfall model or any phased-development model, please understand that I mean V-
model too. 

You can find a more detailed description of the traditional development processes in my book, 
Testing Computer Software, 2nd edition, 1993 or reprint 2000, with Jack Falk and Hung Quoc 
Nguyen.) 

Over the years, I’ve read claims that this is an unfair summary of the early software engineering 
standards, that they were never so rigid, they were much more flexible and reasonable, and much 
more focused on quality in use and in customer satisfaction.  

I struggle to find a constructive way to respond to claims like these, except to refer to Harry 
Frankfurt’s work (2005, mentioned above). 

This is my lived experience. 

1. Waterfall-like process models dominated the discussions of software development inside 
software companies that I worked at, consulted to, interviewed with, or otherwise visited in 
1984 through 2000. (I moved to Florida to become a professor in 2000 and no longer worked 
as a full-time practitioner, so the year 2000 stopping point reflects my personal timeline, not 
the industry’s.) 

2. Waterfall-like models dominated the discussions of software testing processes in 
professional conferences (like IEEE meetings and meetings of regional groups like the 
SQA’s which were supported by local IEEE and ASQC chapters) and commercial 
conferences (such as conferences of the Quality Assurance Institute, the STAR 
conferences, and Quality Week, and many local gatherings) and in many professional 
development courses, offered directly by consultants or trainers and through university 
extension programs across the country.  

3. The tone of these discussions was often judgmental, blaming, and for many people 
intimidating. The theme was that people who didn’t follow the standards were undisciplined 
and unprofessional. There were snide remarks. There were personal attacks. There were 
ugly personal confrontations. As we have learned in a sad and costly way over the years that 
followed, nastiness, fear and anger attract attention and focus discussion. Divisiveness 
might be less constructive than collaboration, but it creates a lot of tribal loyalty and cash 
flow. I think that some people in the industry knew what they were doing, in this respect, but 
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I think most people who were caught up in this crap were acting and speaking in good faith. 
The impact was the impact, whatever the motivation. 

2.3.1.3 They constrained the value of testing, but they were widely popular 
The impact of this paradigm was to create a mental box around the software development process. 
When we proposed other ways to do things, we proposed them as contrasts to the Standardized 
way. When we argued about alternatives, the often unspoken assumption was that strong formal 
research supported the correctness of the Standards.  

When I reviewed the actual evidence, I didn’t find it very persuasive. I read of lot of published 
research after I became a full professor of software engineering, in order to prepare courses on 
software requirements analysis, software metrics, and other traditional software engineering 
topics. It was sadly unimpressive. I ultimately assigned Laurent Bossavit’s The Leprechauns of 
Software Engineering: How Folklore Turns Into Fact And What To Do About It (2013) as required 
reading in some courses to motivate my students to evaluate the research for themselves. 

But the appearance of thorough research created an environment that presumed the value and 
correctness of the standards. We would come to conferences like these to present our real-life 
experiences but year after year, people would treat us like rebels introducing “new” ideas. It was 
hard to set up working groups at these conferences where we could meet with other people who 
were doing similar work and try to plan collaborations to evaluate and improve our ideas about how 
to organize development activities in ways that made it easier to correct software problems 
whenever they were found in the product. 

Some of the commercial conferences, especially the STAR conferences, eventually made room for 
us to do our thing. But by 1996, it had become clear that we needed places that encouraged us to 
compare what we were actually doing with what other groups were actually doing, without feeling a 
need to bounce them off of ideas we had left behind years before.  

Eventually, AST was founded as the home for that kind of work.  

2.3.2 Agile development showed us these standards were not inevitable.  
Throughout the 20th century, our industry largely accepted that product development (products of 
all types) was best controlled using phased models. People argued about the details, but the core 
idea that you had to finish THIS before you should start THAT was widely seen as uncontroversial. 
Even if many of us didn’t actually develop our software that way, we knew that we were “supposed 
to.” 

In 2001, the Agile Alliance provided the definitive counter-example to phased development models. 
There were several agile methodologies. The most famous was Extreme Programming (XP). 

Any standard way of thinking about how development should be done can turn into a rut, a mental 
trap that makes alternatives seem unworthy of even being explored. Phased development was a rut. 
XP showed that realistic alternatives are entirely possible and might be better. 

Testers live in a world of “What if…” We live by our imagination. Most of the time, we are imagining 
things like, “What if the program had this kind of a weakness, how would I prove that it actually has 
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that?” But the skill of thinking “What if…” can be applied to “What if it could be better, what would 
that look like?” as much as to “What if it is worse, how can I prove it?” 

When we think about product, we do what we do in order to make the product stronger by showing 
how it is weak. 

When we think about processes, or our professional roles in the world, we can ask how things have 
changed and what we can do to adapt or to make them better. 

Testing as a profession is always about adaptation. As we demonstrate weaknesses in products, 
development teams gradually take the steps necessary to stop themselves from making those 
mistakes in the future. As they improve, which is what we asked them and helped them to do, we 
have to change what we do and how we do it or we won’t be able to keep adding value to the 
projects. Doing that kind of thinking, and taking action on it, is hard work. But more than most other 
professions, I think testers have the mental skills to do it. 

2.3.2.1 Here’s what XP was about 
XP starts from the premise that customers should be able to get what they need, as long as they 
can pay for it. To achieve this, XP’s central goal is to maximize their ability to change existing 
software quickly and inexpensively. Their project management process is built around an attribute 
of the design and code called maintainability, rather than around a project management timeline, 
called phased development. 

People cannot fully and accurately imagine how a complex system that hasn’t yet been created will 
work for real-life problems. People will often not understand the implications of a design until so 
much of the system has been built that their optimistic misunderstandings or mis-expectations are 
shattered by undeniably realistic experiences. Study psychology some time or human factors. 
Asking people to make predictions about the future desirability of a not-yet-built complex system at 
an operational level of detail is just not realistic. 

It is normal for people, when they finally get to try out a near-finished system, to say “It doesn’t do 
what I thought it would do” or “I thought I explained that I wanted something else” or just, “Can’t 
you do this instead?" 

Here are some aspects of XP’s strategy for maximizing maintainability: 

a) Start by building a small piece of the planned system. Get it working, give it the most 
realistic simulations of what it will do when the system is complete and see what happens. 
If the programmer or the customer or the system tester (or whoever) doesn’t like what the 
system does, there’s not much there to change, so changing it is cheap. 

b) In XP, every time the programmer adds code, s/he adds unit tests. S/he asks, “What am I 
trying to create?” and then “How will I know if I succeeded?” First, s/he writes the tests that 
will notice whether the code is doing what was intended. Then s/he writes the code. When 
s/he compiles it, the system automatically runs the tests and s/he sees what happened. 
This is Test-Driven Development. Every part of the program has built-in tests that check 
whether the program is still doing what it has been expected to do. Yes, these are boring, 
repetitive regression tests. But they are tests run by the programmer. When the programmer 
compiles the code, the tests run. When a test fails, the programmer knows exactly what 
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s/he just did and so minutes, not months, after the code change, the person who changed 
the code is asking why their little change had this effect. Fixing is easier and faster. 

c) If a component does have to be changed, when the programmer changes it (adding or 
replacing unit tests as needed), the unit tests will run automatically. The unit tests are not 
exhaustive. They check basic functionality. But they make it easy for the programmer to 
notice and fix a whole lot of mistakes. 

d) Now that the first component appears to be working, add another one. This is just 
maintenance. We have working code already and we’re just adding a little more. Of course, 
the programmer adds unit tests. When s/he compiles the code, all the new tests and all the 
old tests run. Did the new thing break the existing code base? The unit tests will flag obvious 
failures. 

e) Now play with the expanded program as if it was a full system and see if it behaves 
acceptably. Polish as needed. Add another component, evaluate, fix, add another, evaluate, 
fix, and keep going until the full system is complete.  

f) Along with unit testing, modern programmers, especially folks who are optimizing their work 
for maintainability, will use static code analysis tools. These check for violations of coding 
standards or for indicators that code might be poorly designed or unmaintainable or 
complexity metric checkers that flag some code as maybe too hard to understand or 
checkers for many other things that flag potentially-undesirable code. Programming groups 
who make maintainability a high priority, such as XP teams, can agree on which types of red 
flags from these tools are to be avoided, and how the group likes to write its code so as to 
avoid them. 

g) Another maintainability tactic recommended by some of the senior folks in the XP 
community is to improve the testability of the code. For example, programmers and testers 
can work together to create lower-level interfaces that let the tester feed data directly to the 
program’s internal variables. Rather than burn off time entering data through the GUI, the 
tester probably writes a simple method in a real programming language that dumps as 
much data as needed into the right place. If the program’s GUI changes, test the GUI. But 
the tests of how the program analyzes data are completely unaffected by GUI changes. The 
interfaces can also let testers look at what’s inside the internal variables now. This lets them 
discover some bugs much sooner than waiting for visible misbehaviour at the UI. It gives 
them a more precise picture of what is going wrong, and when. When the program 
misbehaves, this visibility can save the testers a lot of bug-replication and troubleshooting 
time and help them write bug reports that the programmers will quickly recognize as valid 
descriptions of genuine errors. 

h) Agile enthusiasts tended also to be enthusiastic about design patterns. From a 
maintenance perspective, what is great about following well-known patterns whenever 
possible is that if someone else tries to do maintenance of your code, and they are familiar 
with the same group of patterns you are familiar with, they are likely to recognize most of 
what you are doing immediately, because so many pieces of your code look like code they 
already know and understand 

At some point, the program goes to the end user or to a system test group, and it finally does 
enough stuff that the evaluator can try some real-world tests that are challenging and see 
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whether the program can handle them and whether the human who is using the program feels 
OK with the interaction and the results. 

If the evaluator doesn’t like what happened, s/he can ask for a change. Some code gets 
changed. Maybe some parts of a higher-level design get changed and then code gets changed. 
When the new code gets compiled all the old unit tests run. The static analysis tools check 
whether the new code feels right with the old code. Pretty quickly, a new version can be put in 
the hands of the evaluator, a version in which, at least, all the basic functionality works: “How 
do you like this replacement?” 

When the user says, “Can’t you just make it do this instead of that?”,  

• The phased model answer is “No, it’s too late, the design is locked down, your psychic 
advisor should have told you months ago that you wouldn’t like this, it’s your fault, and 
now changing this will cost a fortune in time and money.” 

• The goal for the XP answer, supported by all the maintainability-support in the program, 
is “OK, give me a few hours (or days) and we’ll look at a new version.” 

As practiced, XP had some frequently described weaknesses. Not least of the problems were that 
many executives believed the most aggressive XP-process marketing literature and had unrealistic 
expectations about speed of success, cost of development and potential amount of reduction of 
testing-group staff size and speed. There were also frictions between some programming groups 
and testing groups.  

The point here isn’t to say that XP will solve all the world’s problems. It didn’t. But it did show that 
we can manage software development in an organized way that delivers good software 
without ever thinking about ordering phases on a timeline.  

SECTION 3. SCRIPTED TESTING 
By convincing people that well-organized software projects locked down their designs, including 
user interfaces, before testing started, phased process models and their advocates encouraged 
testers to make a terrible mistake. 

Testers (often strongly encouraged by test managers who had been strongly encouraged by 
executives) would assume that the program’s design really was stable and if any changes were 
made, there would only be a few. And so they designed and documented and (if the tests were 
automated) programmed most or all of their many regression tests by describing the exact 
sequence the tester should follow to do the test. The manual tester would read the document (a 
script) and do the test. For an automated test, the code simulated a human user and walked 
through the UI making choices and entering data. The details of the UI were built into the code, just 
as they were in the tester’s documentation. 

Many regression tests are tightly focused and kept as simple as possible. It takes much longer to 
create these tests than to read a quick note on the goal of the test and just do it. 
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This style of documenting and automating tests generates completely unmaintainable work. If the 
UI changed, the sequence description was wrong and the fastest way to fix the test was usually just 
to rewrite the whole thing. This would incur another time penalty for time spent documenting or 
coding rather than imagining new tests, doing tests, seeing their results and if necessary writing bug 
reports. A simple UI change could impact dozens or hundreds of scripted tests, most of them just 
passing through that part of the UI, not intentionally testing it. 

From a software development perspective, this is such a poor way to document, or worse, program 
a set of tasks that it is hard to understand why so many of us (me too) did it for so long. 

And the answer was that these crazy phased models encouraged us to focus on what were, for 
many of us, wasteful types of tests (regression tests) and then assured us that on well-run projects 
we could implement these in unmaintainable, time-sucking ways, and those bad choices would not 
haunt us and would somehow make our testing more efficient. 

• If you already understand what regression tests are and why we do them, and understand 
the manual-testing type of scripted regression tests that I described above, skip to Section 
3.1.3 Automated UI-level scripts  

• If you also understand the basics of GUI-level automated regression testing and capture-
replay GUI testing, skip to Section 3.1.4 The maintenance problem 

• If you also understand that the GUI test scripts were unmaintainable because they were 
filling the test code with embedded constants, skip to 3.1.5 Why did people do this crazy 
thing? 

• If you don’t feel a need to understand or review why people thought regression testing was a 
good practice, and you already know how intensely marketed GUI-level regression testing 
was, or don’t care, you’ll probably want to skip all the way to SECTION 4. LAWST 

3.1 Scripted Regression Testing 
In traditional process models, teams promised to lock down requirements and design before 
testing began. Testers were often told that user interfaces—part of the design—would not change. 
In practice, these promises were often broken 

Regression tests check whether features that worked before still work after code changes. These 
are often executed through the user interface, mimicking user actions. Automating this means 
programming a tool to act like a user: clicking, entering data, checking output. Without special test 
hooks, automation interacts with the UI the same way a person would. 

3.1.1 Why we wanted test scripts 
One of the most tedious tasks in testing is regression testing. When programmers fixed bugs or 
made other changes, they handed the program to testers, who checked the new work and reran 
prior tests to look for unintended side effects.  

Project teams often planned to test a program three times before release, but found that they had 
to test it 30 times, or more. This meant rerunning old tests repeatedly, even though they rarely found 
new bugs. This was an enormous and often unanticipated expense. We needed to make it more 
efficient. 
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3.1.2 Manual scripts 
Here’s a simple example of a scripted test of Microsoft Outlook. On a printed page, it says  

• Click on the Home menu to bring the program back to its default state. Click on the Inbox in 
the list of mailboxes. Click the New Email button.  

• Result: A New Email message is opened ready for you to create a new message. 

All of the steps of the test and all the expected data comparisons are written into the script. A 
regression test suite would be saved in a collection of binders, full of pages of scripts. 

In theory, junior testers could execute these scripts and get the same results as senior testers.  

Actually, things were less promising: I did some research on this at one company and 
discovered that senior testers noticed many more problems when they ran the same scripts 
as junior testers on the same versions of the same software. But let’s pretend, for today’s 
paper, that scripts were as useful as the mythology that surrounded them. 

A company that created a library of scripts could cope with excessive cycles of testing by hiring 
squads of contract testers, giving them the scripts. The regular staff, who knew the program much 
better than the contractors, could stay focused on finding new bugs or technically harder 
regression tests. 

Creating scripts was considered skilled work. Test managers recruited for good script writers. 
People would bring examples of scripts they wrote to job interviews.  

3.1.3 Automated UI-level scripts 
Eventually, tools could replace junior testers. A simple scripting language, paired with an 
interpreter, could simulate user actions. The tools could locate menus, buttons, and other 
elements of the UI and execute actions on them. The tools could also compare test outputs to 
reference files.  

It still required a senior tester to design all the tests and write all the test scripts, but the scripting 
languages were so simple and had so few commands that anyone could create (bad) scripts. The 
tool vendors didn’t even call script writing programming.  

Capture-replay capabilities were marketed as the next big improvement. The test tool would 
monitor the actions of a tester and record them as scripts. The test tool could then replay the same 
actions. The tester could save screenshots and other outputs to reference files or later 
comparisons, so the test could do what the tester did and check what the tester checked. Tools 
could even inject randomized data to generate test variations. Some test groups created huge sets 
of tests that were minor variations of each other.  

These scripts still ran the tests through the user interface, which left us with the same maintenance 
problems as the earlier scripts. 
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3.1.4 The maintenance problem 
There was a catch. Any change to the UI—moving a feature, renaming a menu item—broke the 
scripts. Even small changes forced updates to many tests. Scripts were full of embedded 
constants, like hardcoded menu names. Similarly, the tests hardcoded sequences. If the software 
under test changed so that an action that used to go Task 1 then Task 2 now went Task 1 then Task 3 
then Task 2, all the tests that went through that sequence would have to change, even the ones that 
did it on the way to test some other thing that came after the sequence. 

In the typical case, rather than trying to revise the script code, script writers (senior testers who 
knew how to use this tool) would recreate each broken script. One change to the UI could break 100 
scripts. 

In programming, we teach students to avoid hardcoding constants. No competent programming 
student (let alone professional programmer) would make a practice of hardcoding lots of data into 
their programs.  

Scripting is just programming with a (usually) less capable programming language.  

People justified creating these horrible little programs (scripts) on the belief that the UIs were 
stable. After all, they were supposed to be stable. That’s what all the phased development models 
told us should happen, and the development team promised that this time, unlike the last 20 
projects, the UI really would be locked down. On some projects, the maintenance costs would 
skyrocket and test groups would have to take extreme measures. Some groups abandoned their 
regression test libraries and finished the project by doing exploratory manual testing as well as they 
could under crisis circumstances.  

In addition, this process created conflicts of interest. Testers knew the UI needed improvements 
but hesitated to report them, because fixes could invalidate so many scripts that it would impact 
their ability to keep testing. Instead of advocating for better quality, testers would be in the position 
of not reporting bugs or arguing they shouldn’t be fixed, because protecting the tests was more 
critical than improving the quality.  

When projects ran late and the test group’s regression suites had become more a burden than a 
benefit, the arguments, the blaming, and the threats could get out of hand. 

3.1.5 Why did people do this crazy thing? 
I don’t understand, today, how people let themselves get into this situation. Looking back, it seems 
so obviously bad a way to do software development. 

Reading my early writing, I am surprised at how assertive I was on a few issues while being very 
cautious about the rest. I remember some specific times when I chose to make some of those 
cautious choices and maybe some lessons can be learned about going along with questionable 
ideas that the crowd treats as accepted wisdom. 
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3.1.5.1 Not so much for me, but maybe for thee 
One concern that I wrestled with, especially from about 1985 to 1995, was that my natural way of 
thinking was focused on creating products for mass-market customers. That part of the software 
industry is different from the traditional industry, and especially back then, much smaller.  

Our situation was different from traditional software. We didn’t have contracts that committed 
customers to buy our software if it met some specification. Our customers made their buying 
decision based on the released product. If they didn’t like it, they didn’t buy it. If we couldn’t sell a 
lot of copies, we failed. Salability is the number one priority for mass-marketers. It has to be. If we 
realized, near the planned end date of the project, that some aspect of the software was intolerable 
to our potential customers, we had to change it or accept substantial losses. The only times that I 
saw products get released with their original intended requirements and designs intact, they were 
poorly received by customers and they didn’t make money. For mass-market software, surprisingly 
many companies and development groups were influenced by the Standards and wished that they 
could follow the phased-development models, but those models didn’t apply to our situation and 
they didn’t, I think couldn’t, work for us. 

That became pretty clear to me by about1986. However, because most of the industry worked 
under different business models than mass-marketers, it was hard to say that standards and other 
practices developed by the broad industry were wrong for them, just because they were wrong for 
mass-market software. In my writing, I was comfortable saying these had no place in mass-market 
software, but more cautious about broad industry pronouncements.  

It was much harder to make sense of regression testing.  

• I learned early on that junior testers were less effective than we imagined when we gave 
them test scripts. 

• I also learned that we found fewer bugs doing regression testing than we found with one-
shot tests (tests we only used once). In the first edition of Testing Computer Software (1988, 
p. 94), I noted “Regression tests (as a standardized battery) are frustrating to work with 
because they are among the least likely to expose a new bug.”  

• However, I had seen regression tests expose bugs in code that used to work, failures that my 
coworkers and I had never expected.  

• And experience reports from other testers, along with reports in journal articles, said that  
the kinds of bugs found by regression tests were more commonly found in many other 
companies than I had seen. 

In the book (1988), I endorsed the idea of creating regression test suites to systematically repeat 
selected tests that had been run before. They were needed, I wrote, because working code seemed 
to break too often as the rest of the program evolved. Why that happened was a mystery to me, but 
it evidently happened. If a significant risk exists, it has to be managed. 

I had also played with some early UI-level automation technology and concluded this type of test 
automation was more expensive and fragile than it looked. I mentioned this in the (1988) book, but 
considered it a sideshow. This wasn’t going anywhere, so I didn’t need to spend much time on it. 
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Boris Beizer’s book, Software Testing Techniques (2nd ed, 1990) presented a strong attack on 
regression testing, using an analogy he called the Pesticide Paradox. The lesson (not the analogy) is 
this: Reusing tests that didn’t find bugs before won’t find them now, unless the code has changed. If 
the code isn’t changing much, this type of testing is weaker than it looks. 

Beizer was widely respected in the field, especially in the traditional segments. But his comments 
about regression testing seemed to bounce off the field. Regression testing remained popular. 

By the time I had started writing the second edition of Testing Computer Software (1993 / 2000) with 
Jack Falk and Hung Quoc Nguyen, I had pretty much stopped doing regression testing. I considered 
retesting an old area with new tests more powerful and cheaper than maintaining a large suite of 
weak tests. Automated regression was gaining popularity; my test group made a serious effort with 
it on one project. It still seemed expensive and unmaintainable. 

However, I kept hearing about the importance of regression testing from other testers. We were 
writing a book for the software testing community, not just for mass-market software. We read 
papers, visited discussion groups in Silicon Valley, I took courses from ASQC, gave guest lectures, 
attended café meetups. Hung and Jack had their own networks.  

As far as I could tell, in the broad software industry, regression testing still seemed to have a lot of 
value, the regression-findable bugs that people talked about a decade ago still seemed 
problematic, so the new Testing Computer Software repeated my limited endorsement of 
regression testing.  

From my perspective today, I think that decision might have been a mistake. I had no personal 
evidence that this type of testing was worth the effort, and I would only use it under limited 
circumstances. On the other hand, as far as I could tell, my experiences sometimes didn’t 
generalize to the broader industry. I chose to be cautious about making attacks beyond my 
knowledge. Being active in a nonprofit professional society focused on the practice of testing 
would probably have exposed me to a different peer network and to a much earlier realization 
that regression testing comes with tradeoffs that need more critical evaluation. 

3.1.5.2 What was the quality-improvement value of regression testing? 
In the early days, regression testing addressed problems like: 

• Zombie bugs: Without proper source control, old bugs reappeared when old files were 
mistakenly used. 

• Bug-fix regressions: New code introduced to fix bugs could cause side effects elsewhere. 

• Environmental changes: OS or driver updates destabilized software before release. 

Regression testing was a coping strategy, not a guarantee. Reusing old tests for regression testing 
seemed cheaper than creating new ones to test old code. The old tests were less powerful but the 
code probably wasn’t broken, so new tests were, arguably, overkill. 

The more efficient way to deal with these kinds of problem is to prevent them. Over time, 
programming teams have improved how they work, for example with source control, code reuse 
and more unit testing. We should recognize this for what it is: programming groups have taken on 
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more responsibility for the quality of their code. Many types of bugs that they used to send to test 
groups are no longer common. I don’t have data on this, but my impression is that regression-test-
findable bugs are much rarer during system testing than they were.  

Even if regression testing used to be essential, maybe practices like unit-test level regression 
testing have made system-level regression testing obsolete, or appropriate under narrow types of 
identifiable circumstances.  

3.1.5.3 Automated GUI-level testing had a boom 
By 1996, GUI-level regression automation was everywhere -- conferences, ads, magazines,  and in 
the expectations of people hiring testing consultants.  

By 1996, I had worked as a tester, programmer, test manager, author, and software lawyer. I was 
splitting 100-hour work weeks between legal work, writing, and independent software consulting.  

I had never been able to get GUI regression tools to work well enough to justify their cost. But many 
potential clients were sure that I needed to be able to do this. These tools appeared to be so 
popular, and so many people appeared so successful with them that I felt defensive, insecure and 
inadequate. I was afraid that my consulting work would collapse if I didn’t gain these skills. To gain a 
deeper insight, I organized the first LAWST, which in many ways, was the first meeting of the AST.  

3.1.5.4 Are we still in that rut? 
By 2002, programming practices were making large, obvious gains in quality control. However, 
regression testing had become an entrenched tradition. 

Between 2002 and 2009, I helped develop testing standards for U.S. voting machines. Testing was 
well-funded and had to be rigorous. The standards groups and the vendors recognized that security 
testing had to be exploratory and adaptive. However, for tests of the functionality of the software, I 
saw some excellent work, but the primary testing that I saw emphasized repeatability and 
auditability. The problem is the pesticide paradox. These excellent tests will kill a lot of bugs. But 
the bugs that survive these tests won’t be any more vulnerable to these tests than they were the 
first time. If you only use the same tests over and over, you create software that has a collection, no 
one knows how large, of bugs that these tests can never find. 

Tradition remains a powerful force. 

SECTION 4. LAWST 
After the popularity of GUI-level automated testing exploded, Brian Lawrence, Drew Pritsker and I 
hosted a working meeting of people who had reputations for test automation. We wanted to 
understand why these tools were so popular and how people had made them work. We expected 
controversy and a potential for harsh arguments, so we developed a meeting structure that relied 
on a trained facilitator, a recorder, and clear objectives. 

This section describes the success of this specific meeting. This started a series of LAWSTs and 
other series of meetings that adopted the same structure. Over time, this community would 
become the backbone, when it formed, of AST. 
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We made a point of trying to recruit one or two people for each LAWST meeting that I hosted, who 
had a reputation for knowledge or skill among a few peers but who hadn’t yet started giving public 
presentations. Brian’s and my goal was to find new talent, and a more diverse pool of it (yes, DEI, oh 
my) to enrich the pool of speakers in the industry conferences. This aspect of the LAWSTs was a big 
success, advancing the careers of several people and adding a lot of new ideas that came along 
with the new people to the conferences. That aspect of LAWST influenced speaker selection for 
several years of CAST. 

More about LAWST and facilitation in Section 5. 

4.1 Everyone else was having great success 
We were told they were easy to use, we were told that creating test cases was quick, we were told 
that we could build a large and comprehensive test suite this way, and do all of our regression 
testing with it, we were told that all the best companies were using tools of this class and that we 
were stupid or unprofessional or unskilled or closedmindedly resistant to progress if we weren’t 
doing this too.  

Vendors of these tools weren’t the only people who said this. Individuals gave successful-
experience reports. When we tried one of these tools and had trouble, we were told that we weren’t 
doing it right. We were told this in software testing conferences, we were told this in magazines and 
advertisements, we were told this face to face, and dammit, our executives were told this by other 
executives and our executives were coming back to us demanding to know why we weren’t doing 
what was so very successful at all these other companies. What was wrong with us? 

As I noted above, I was unable to get the GUI regression tools to work well enough to justify their 
cost. So many other people had success that I wondered whether there was something wrong with 
me.  

4.2 A working meeting away from the chatter 
In 1996, I decided to organize a meeting of the technically sharpest testers that I knew. Brian 
Lawrence and Drew Pritsker joined as organizers. We invited people who worked in many different 
contexts but who all knew way more about test automation than we did. Participants agreed to talk 
honestly with each other about our experiences with GUI level testing.  

We anticipated that this might be a controversial discussion and decided to run the meeting using a 
professional facilitation style. Brian had learned an enormous amount about meeting dynamics 
from Gerald Weinberg and his community. They followed the work on group dynamics that Virginia 
Satir was developing. I was learning similar ideas from my brother. Sam Kaner, whose group 
(Psylomar) wrote the Facilitator’s Guide to Participatory Decision-Making. In my early days in 
California, to try to understand the strange ways Californians were running their companies, I 
worked part-time for Psylomar and attended many of their trainings.  

For LAWST, Brian and I blended the two approaches. He ran the meeting as the facilitator. I was the 
owner of the meeting, the person who set the goals of the meeting and worked with him as he 
steered the group toward progress against the goals. We also used a recorder, who took a running 
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set of public notes on flipcharts, showing the key takeaways from the discussion as they happened. 
Anyone could challenge or correct the public record, and they did. 

This type of meeting can be intense, especially when the group is trying to reach conclusions or 
make decisions by consensus. The facilitation model supports a good discussion for a maximum of 
10, maybe 15 people. The University of California allowed us to hold the meeting at their Los Altos 
Extension campus. (Brian Lawrence, Doug Hoffman, Hung Quoc Nguyen and I had all taught for UC 
Extension at Berkeley and Santa Cruz, and UC was happy to help its instructors.) We called this 
meeting the Los Altos Workshop on Software Testing (LAWST).  

We met in February 1997.  

We started LAWST with a set of focusing questions and an agreement that we would run the 
meeting on experience reports. An experience report was a description of the speaker’s direct 
personal experience. The speaker talked about what s/he saw with her or his own eyes, what s/he 
had actually done or saw being done, supplemented by what s/he knew as a fact had been done by 
someone else that s/he trusted. Some folks brought code and data. Presenters were told to expect 
questions about the details of their work and their results. 

In the first years of LAWST and associated meetings (especially AWTA, the Austin Workshop on Test 
Automation hosted by Bret Pettichord), it was common for participants to ask a presenter detailed 
follow-up questions. Sometimes an embarrassed presenter admitted that s/he was describing work 
that someone else had actually done, or that s/he had heard of, or even in one case, describing the 
expected results of work that had not yet been started. Exposed bullshitters were unwelcome at 
subsequent LAWSTs.  

4.3 The first day was hard.  
Participants were describing having more trouble than I expected. No one wanted to look dumber 
and less successful than everyone else. Opening up took time. 

I think the break-point in the meeting came when we asked,  

• How many people here have had success with GUI CAPTURE-REPLAY automation 
as a way to automate regression tests?  
o The answer was None of us.  

We weren’t expecting that answer. We followed up: 

•  How many people do you know who have shown you that they have actually had 
success with capture-replay automation?  

o None of us knew anyone who had demonstrated success. 

4.4 We called “bullshit” 
This was remarkable. After all of these articles and presentations and courses and making people 
feel stupid, the stories about GUI regression, especially capture-replay, turned out to be bullshit. 
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People visibly relaxed. These were experienced people, successful people, people with reputations, 
people who were working at companies that had reputations for doing competent test automation. 
I was not an expert at this but they were. I watched with a combination of amusement and shock. 

We talked more freely about our difficulties and failures and about the ways we used GUI-level 
automation successfully, without capture-replay, and without relying on unmaintainable 
assumptions of UI stability.  

Yes, the tools were inadequate. Yes, the kinds of test scripts that (most? all?) GUI-level test tool 
vendors trained customers to create were unmaintainable and pretty much destined to find fewer 
bugs, over more time, at higher cost, than manual testing of the same areas of the code. 

But test scripts are just code, written in a simplified, special-purpose programming language. We 
all knew a lot about programming. Most of us (including me) had spent a lot of time with assembler 
and other “simple” languages that didn’t provide support for testability or maintainability. That 
created difficulty, it created a serious challenge, but it was not an excuse. We had real work to do, 
we needed to do it well, and so the conversation moved back toward how to get real work actually 
done well. And it turned out that we had a lot of ideas and a lot of experience. 

Now that we had put the bullshit behind us, now that paying homage to it no longer distracted us, 
we could focus our discussion on making actual progress. 

4.5 Useful progress for test automation 
Here are a few examples of lessons learned: 

1. GUI-level tests are fragile, because they depend on the user interface. Many bug reports 
point out weaknesses in the user interface, things that cause users to make errors, or take 
them to do the wrong place, or present information incorrectly, or make a task too hard or 
too confusing. Testers are quality advocates. We report bugs with the hope of improving 
the software. Fixing a weakness in the UI requires changing the UI. When you change the 
UI, unless you code for maintainability of your tests, every GUI-level test that walked 
through that part of the program’s UI will be broken.  

2. The experience reported at LAWST was that, when the UI changes a little, it takes as long to 
fix a GUI-level test script as it does to recreate the test from scratch.  

3. It was possible to isolate the logic of most tests from the details of the user interface. To do 
“THIS”, the tester could create their own model of the UI and write commands and fetch 
data through that model. I’ll call this model a test harness. The model decided what to click 
and where to click it. “THIS” might be a command like, “Save a file with the currently active 
file name.” In a different harness, “THIS” might be more closely tied to the UI, like “Pull down 
the menu that holds the Save File command and select that command.” The harnesses 
varied. What was common to them was that if the UI changed in one way, you could update 
the harness with one change instead of updating a zillion tests. When the user asks for 
“THIS”, the test harness (the custom code created by the tester to control the automated 
tests) turns the user request for “THIS” into a set of keystrokes and clicks. If the UI changed, 
the harness would replace the old keystrokes and clicks with the new ones now needed to 
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provide whatever “THIS” was. Conceptually this is not a hard problem, but creating the 
harness takes a lot of custom coding. 

4. The GUI-level test automation tools provided scripting languages. These were simplified 
programming languages. Simplified. They were designed to write short, simple programs. 
They were not well-designed modern languages with supports for modern program design, 
or for code libraries, troubleshooting and debugging, unit testing (of the test code→ all code 
needs testing), source and version control, et cetera. Writing and maintaining a good 
harness in these languages was unnecessarily hard. 

5. Writing good automated tests is just another design-and-programming problem and to do it 
well, you have to do good software engineering, same as all the other design-and-
programming problems.  

6. If you wanted to write your own harness, you had to recognize that it would not be done 
quickly and it would not be cheap. 

7. Many people have talked about using the GUI tools for the areas of the program that are 
easy to test. They bragged about being able to generate a huge number of automated tests 
for these areas. They might end up with a giant sack of tests, but doing it this way, they focus 
on the easy-to-test parts of the program. The harder tests that they never ran probably 
include bugs they never found. Quantity is not coverage. Quantity does not assure quality. 
This is a trap, not a feature. 

The published result of the meeting was “Improving the maintainability of automated test suites” 
available at https://kaner.com/pdfs/autosqa.pdf 

I think all of us took our take of this meeting back to our clients and our home communities. 
Presentation materials were welcomed at the STAR conferences, at Quality Week, in an IEEE journal 
and many other places. UC Berkeley Extension was delighted to approve a course that Doug 
Hoffman and I proposed, on strategies for software test automation, mainly ways to make GUI-level 
automation work. I think LAWST changed the direction of the discussions of test automation. 

Not surprisingly, we were so happy with LAWST that we renamed it LAWST 1 and held a lot more of 
them. 

SECTION 5. CONTEXT-DRIVEN TESTING AND THE GOALS OF AST 
I’ve tried a few drafts of this section that didn’t work. I don’t know how to talk about this without 
talking about my personal history. Please bear with me. 

5.1 My personal history and perspective 
After I came to California in 1983, it became quickly clear to me that the companies I was most 
interested in were doing software differently from most of the industry.  

• I started as a software testing supervisor at a company that made office automation 
software, let by its flagship product, WordStar, then the leading word processor.  

o In parallel with this, I was able to rely on my doctorate in psychology, along with my 
family relationship, to become an Associate of Psylomar Organization Development 
for almost two years, which helped me interpret the interactions of people inside 
software companies through a lens of family dynamics. 

https://kaner.com/pdfs/autosqa.pdf
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• In 1984, I was recruited by a telephone company to work as a human factors analyst and 
“senior software engineer”. I designed and wrote UI code, backing up some of my ideas with 
prototypes, customer visits, and, a few times, controlled research. Telenova (the company) 
imagined they could put screens and user interfaces on phones that could process both 
voice and data. They adopted many rapid processes of consumer software companies, so I 
felt right at home. The company was able to bring its PBX and phones to market, but it was 
too early. The Palm and Newton and iPhone would come later with new generations of 
hardware that allowed a richer UI on a small screen. As Telenova started its journey to the 
land of the dodo birds (may they all rest in peace), I went to Electronic Arts.  

o In parallel with Telenova, I created Human Interface Technologies, a tiny consulting 
firm that didn’t bring in much income but created opportunities for me to visit other 
companies in Silicon Valley. 

o I wrote the first edition of Testing Computer Software, finishing it in 1987 (published 
1988). I think it was late in this period that I joined the American Society for Quality 
Control, took courses and got certified as a quality engineer. The education was 
great. Coming to appreciate the very different culture of that community, and the 
companies who typically hired quality engineers, was invaluable. 

• 1988, at Electronic Arts I managed the Creativity Division’s test group until the division 
closed. It was a wonderful job while it lasted. 

• 1989 to 1994. I joined Power Up Software as a Software Development Manager, a role that 
combined project management with product design. I was promoted (within the hierarchy 
of this company) to group manager of the technical writing group, and then to Director of 
Product Development. I managed the services of product development (documentation 
writing, testing, the product development group’s hardware lab, and miscellaneous roles as 
needed, while the other Director managed the Software Development Managers.  

o In parallel with this, in 1989, I worked every Saturday at Egghead Software, a retailer, 
selling software to whoever walked in the door. This was one of Power Up’s primary 
sales channels. Working here, I learned why customers liked or disliked our 
products, our competitors’ products and other popular hardware and software on 
the market. I learned a lot about customer dissatisfaction with many products and 
the industry as a whole, useful for design, testing, documentation and tech support 
of the software I was managing. There is so much to learn about quality from 
hanging out with members of your addressable market and talking about their 
experiences with your segment of the industry. 

o My other parallel tracks while at Power Up were taking professional development 
courses on tech writing and managing writers, writing the second edition of Testing 
Computer Software – I won the Award of Excellence from the Northern California 
Technical Publications Competition, and several writers in the department I 
managed also won awards -- and going to law school, with a focus on computer-
related commercial law. It was a busy time. 

• 1994, I finally finished law school, left Power Up (which had been swallowed by Kevin 
O’Leary), spent a few months in courtrooms gaining experience as a lawyer by working as a 
Deputy District Attorney as a full-time volunteer. Then I became a consultant, splitting long-
houred weeks between software development consulting (my main income), legal work, 
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writing another book (Bad Software) and (starting in 1995) working with lawyers’ 
professional societies to draft laws to govern electronic commerce and software liability. 

• 2000, Florida Institute of Technology offered a full professorship in software engineering 
that was too good to refuse, especially since it seemed obvious that the software industry 
was in self-destruct mode and would (and did) experience a severe contraction. With the 
university’s support, I was able to host many LAWST-type meetings, planning meetings to 
create an AST, and with my wife, Dr. Rebecca Fiedler (an expert in online education), 
develop a somewhat new approach to providing online instruction at a quality-of-education 
level that matched what we could achieve in traditional face-to-face instruction in a highly 
rated nonprofit science-and-engineering school. The testing community saw the results of 
that work in the BBST courses.  

• 2017. Becky and I decided to go back to my original home area in Canada, where we have 
been living happily ever after. 

5.2 The natural niche for me was creating software that would sell to 
consumers. That coloured my perspective 
While I wrote the Testing Computer Software editions and did the other things to tour the working 
cultures of the Silicon Valley software industries, I realized that my home base was in firms that 
created products they would sell to customers through resellers (usually, retailers). In many ways, 
this was another corner of a familiar world I had worked in (retail products and sales) since about 
age 10. It was hard work, but it was emotionally and cognitively comfortable.  

I realized early that my home base was a small niche inside a much larger business community. My 
roles in testing, design and programming were great roles for me, but special cases relative to what 
these activities looked like in the bigger community. I knew that I didn’t know how the other folks 
worked. I knew some, but writing to this bigger audience was a big challenge. I had to make an 
intentional effort to pay attention to their views and experiences and exercise caution before 
substituting my opinions and the practices I liked to use in my work, when I was trying to write about 
how the broader world worked.  

Over time, I gained experience and skill in my work, saw more of the other communities, read more, 
and gained more confidence. It was clear to me that many of the practices of the traditional 
development (and test) groups were poor.  

• Their use of metrics to assess products and people were awful. That is, in my opinion, as 
someone who had done a lot of work on measurement theory (my Ph.D. area was 
psychophysics), I thought the metrics themselves were generally terrible, the research 
supporting the metrics was mainly bullshit, and the applications to humans were unethical. 

• As to the phased development models, they seemed delusional.  
• The detailed conduct of testing, the actual testing techniques, were harder to assess. But 

my work trended more and more toward exploration. I did a lot of planning of groups of 
related tests which together worked as a coherent attack on some aspect of the program. 
They were one-shot tests. Use them, discard them, build a new set to attack something 
else. This was probably how many people did their work when no one was looking, but very 
few people seemed willing to describe it publicly as their core approach.  
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[ By the way, “exploratory testing” was a descriptive term that I adopted in 1984 and included in 
Testing Computer Software’s first edition. Apparently this was the first publication of the term 
“exploratory testing”, and some people insisted that I was the originator of Exploratory Testing, which 
made me (in their opinion, or at least, in their flattering comments) the Grand Poobah of the leading 
edge of testing thought. Maybe I actually was the first person to use the words “exploratory” and 
“testing” in the same sentence, frankly I am not sure, but for many years before I came to California, 
people were doing risk-based thinking and testing, and creating one-shot tests to look for specific 
issues or to scan specific areas of a program, and creating other tests to help them learn what the 
software actually did. In retrospect, looking now at how the phrase “exploratory testing” expanded 
and evolved, I think what I was trying to do maps to the style of testing that Elisabeth Hendrickson 
developed and taught as “bug hunting.” ] 

In general, I was gradually forming the opinion that most people who did traditional testing were 
wasting most of their time. 

But it was hard to have confidence about that opinion as applied to the broad world of testers. 
There were a lot of industries, a lot of types of risks. When it came to, for example, life critical 
products, I didn’t know what I was talking about and I knew it. But a lot of the folks who used the 
approaches I considered wasteful worked in those areas, which demanded extra thoroughness and 
care. 

Several groups of testers met to talk about testing in Silicon Valley. Some, like SSQA and Alka Jarvis’ 
Software Testing Club (later, Bay Area Quality Assurance Association) were well organized and had 
regular meetings. Others hung out in coffee shops or gathered by invitation. They helped me 
advance my thinking, but I realized that what I really wanted was a group who focused on what I 
was calling “Retail Software” (the stuff you could buy at Egghead). We were different, but we still 
needed to get better and there was nowhere to go, that I could find, that was focused on our niche. 

5.2 The Retail Software Testing Association 
At that point, even when I was writing the second edition of Testing Computer Software with Jack 
and Hung, I was getting less interested in telling the broad world of testing how to do its work and 
more interested in talking with the narrower world of “retail software testing” (what I usually call 
today, mass-market software) because we could figure out who we were and what we should be 
doing without always making allowances for the other folks who had to do what they did differently. 

In 1994 or 1995, I started working with Software Test Labs in Seattle. STL was a testing services 
company, offering rent-a-testers to software companies and courses and some community 
support. I contracted with them to teach courses to their clients, including Microsoft. 

In 1995, I talked with Rob Arnold, the head of STL, and Tom Arnold, the VP of STL, and James Bach, 
then STL’s Chief Scientist about the need for a Retail Software Testing Association. We all liked the 
idea and we all took a few small steps to move the idea forward. This was the first discussion of 
creating what became the AST. 

What was special about this planning was the recognition of the value of creating a focused group 
so that we could explore with peers how to do our work better within the software industry 
environment that we worked. STL hosted some meetings in the Seattle area with that type of goal, 
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and they helped a lot of people, but the idea of an RSTA was more focused and less attached to any 
one consultancy. 

Several other consultancies ran workshops or gave free tickets to their courses and hosted 
discussions to help advance the state of the practice. Richard Bender offered particularly deep 
material. These folks were all trying to help their local testing communities cope with the 
professional development gap that existed because there was no nonprofit, independent testing 
association whose mission was to advance the state of the practice of testing. 

Later, when we came up with the concept of context-driven testing, retail software became a 
prototypical case in my thinking. Retail software created a context. Here are examples of factors 
that could distinguish one context from others. In the retail software world: 

• The critical quality criterion was customer satisfaction.  
• The critical need was to sell a product to a huge number of people. Profit per customer 

was very low compared to large commercial software so breadth of appeal was a 
corporate survival requirement. 

• The critical risk was that people would refuse to buy our products or they would reject 
them, for example refuse to upgrade them to the next versions.  

• Accountability for defects that caused personal injuries or major financial losses was 
rarely a risk. 

• Our primary testing methods looked for the kinds of problems that would cost us 
market share or customer enthusiasm. By this time, David Pels (co-author of Bad 
Software) and I had done studies of Power Up Software’s tech support records and I was 
subjectively certain that, along with the big problems everyone cared about, small 
usability problems had large cumulative impacts on customer enthusiasm and market 
share. I think most testers in the “retail software” testing community knew this 
informally, subjectively, but with the Power Up data, additional data (sometimes buying 
detailed data analyses) that David and I learned from meetings of the Software Support 
Professionals Association and other groups specializing in software customer support, I 
was, and still am, confident in that opinion.  

• I am having to stop myself from writing a treatise on creating software for consumers 
and just say that much of what we appropriately cared passionately about when 
improving quality for retail customers was probably not what someone who tested 
aircraft cockpit control software would see as high, or even medium, priority. That was 
an example of a different context. 

The idea of RSTA was about was creating an association of testers who wanted to improve what we 
did in our own, narrow, home context. And let the other people in other contexts figure out their own 
ways themselves. 

We continued to talk about the idea. I suggested it to several friends in California.  

Everybody was busy. Nice idea, we chatted about how a group like that would organize itself, I think 
we talked about how conferences could be improved, and how to keep members engaged, and how 
to provide professional development training. All, it turned out, useful stuff for the later planning of 
AST. But in terms of taking concrete steps for RSTA, nothing happened. 



35 
 

5.3 Consultants’ Camp 
Gerry Weinberg built a community of people who shared his vision of software development, 
software quality, and human relations in the technology world. Among other things, they met for a 
week each year in the mountains of Colorado.  

I attended two or three years of Consultants’ Camps, at least one I think before LAWST 1. By the 
time I was invited, and came, Weinberg had stopped attending but was still a central and active 
figure in that community. I never came to know him.  

Consultants’ Camp had about 50 participating attendees each year. Most of us were consultants 
rather than employees. Some were testers, some programmers, many were management 
consultants of different kinds. They were interested in organizational dynamics and particularly 
interested in the writing of Virginia Satir. Satir analyzed groups inside corporations in the same ways 
she analyzed families. The same dynamics applied. Satir’s work came to some of the Consultants’ 
Camp folks directly, before she passed. Many others learned of it from Weinberg. 

Camp provided one of the models we considered for CAST. Presentations were somewhat 
spontaneous at Consultant’s Camp. The schedule was created on the first day. There was a big 
board / calendar, there were lots of open parallel slots, and if you had something you wanted to talk 
about or wanted to do, you signed up. Presentations ranged from very informal to intensely 
prepared. Activities were sometimes social and fun, sometimes instructive, and sometimes 
designed to create technically or psychologically interesting experiences. There was a lot of 
unscheduled time at Camp, so people could gather to talk about a presentation or an activity, or 
just get to know each other.  

Brian Lawrence brought a lot of the wisdom of Camp into the planning of LAWST. And one of the 
experienced facilitators who regularly came to Camp, III, became the facilitator of a few years of 
LAWSTs. 

There was zero interest in the creation of RSTA at Camp. RSTA was its own narrow context. Camp 
was a place where people from different worlds (well, different careers and backgrounds, though 
they all paid homage to Weinberg) came together. We talked about the possibility of creating a 
professional society for testers. We talked a lot about creating a home for testers that wasn’t 
captured by vendors or by Established Views. LAWST 1 hadn’t happened yet, but after LAWST 1 it 
was easier to talk about creating a home for testers that wasn’t sinking in bullshit. I think our 
language was usually more polite than that, but the problem was recognized.  

It might have been at my second year of Camp that I concluded that RSTA would probably never 
happen, but that something was urgently needed to support the personal and professional 
development of testers in general. 

5.4 Northern California Group Psychotherapy and Sam Kaner 
Just as Virginia Satir and Gerry Weinberg inspired many Campers—several of whom helped 
organize LAWST and later ran AST -- Sam Kaner and his colleagues at Psylomar played a big role 
with me and an influential role with several other early LAWST participants. 
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Sam (my brother) and I both held Ph.D.’s in psychology. His was clinical, mine was experimental. He 
tried to help people. I tried to fix machines (to make them better for people). I learned to think about 
the relationships between family dynamics and organizational dynamics from Sam and his 
colleagues. They founded Psylomar, later Community At Work, that provided organization 
development services and facilitation support to corporations, nonprofits and some political 
activists. Their professional home community was the Northern California Group Psychotherapy 
Society, which seemed loosely organized but deeply networked, with a popular and reputed-to-be 
very deep annual conference. 

Sam’s group wrote an influential book on meeting facilitation and consensus-driven decision 
making. They taught courses on managing meetings that could foster community over the long term 
and reach agreements along the way. 

The ideas of Satir and Psylomar seemed very similar. However, ChatGPT tells me that the two 
streams of thought developed independently.  

Until I introduced them to his work, I don’t think any of the Campers had heard of the California 
group and I never heard the California group mention Virginia Satir. So, similar thinking, different 
paths to similar analyses. 

In the first years of LAWST, I sent a few activists to Sam’s multi-day courses on facilitation. Other 
testers also chipped in to help fund a scholarship that covered the cost of this training for some 
prospective LAWST facilitators—from the AST community, I remember James Bach. And at several 
LAWSTs, we passed out some pages of Sam’s book. 

By the time AST officially formed, we had a deep bench of people who had training in group decision 
making, meeting management, and the dynamics of healthy and unhealthy controversy. That made 
a big impact on CAST, which relied on active facilitation. 

5.5 George Neff, a Pacific Northwest tour, and my introduction to context-
driven testing 
By 1996, I knew a lot of test techniques and I had visited a lot of different test groups. Groups in 
different companies had different styles. Most seemed to specialize in a few test techniques: some 
were really good at boundary testing (more generally, domain testing); others might work more with 
scenarios (you might call this style, personas). It doesn’t matter what the specialties were, and if 
you want a long list of techniques, see the BBST course on Test Design. What matters is that lots of 
people were good at their jobs but worked pretty differently. 

Companies who needed help called me in as a consultant, and I taught them my way of doing 
things, often worked with them for a bit in addition to the teaching, and it seemed to help them. My 
way typically involved a mix of scenario testing, domain testing, and a cluster of little techniques 
that together structured my exploratory testing. I was also teaching courses at University Extension 
programs, at ASQC, at the big testing conferences, and traveling courses with companies who 
offered to bring a week of testing courses to a big city near you. Most people liked what I was 
teaching and I was beginning to get a little arrogant, to think that I knew what I was talking about, 
and that I had found the right combinations for most people. 
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And then George Neff contacted a group of us, James Bach, Brian Marick, Brian Lawrence, and me 
were the main ones, and offered us a deal. He represented a software testing services company in 
the Pacific Northwest (Portland, Seattle, other cities in that general area). His company wanted him 
to expand their client base and his bright idea was that he would fly one or two of us in to make 
presentations at a company. The visited company paid nothing, and they got to meet privately with 
us before or after the presentation to talk about how they did testing and how we did testing. We 
would come into town and make several presentations across a few days. George reimbursed our 
travel, we stayed at nice hotels, and were paid a modest but tolerable amount. 

Sometimes the other folks got consulting gigs out of this. There were complexities in doing the work 
through George’s company, so I was in this for general marketing and for what I could learn from the 
tour, not for these gigs.  

What intrigued me was that I was getting to talk with people in companies that would never have 
invited me into their buildings. Aircraft. Health care. Insurance. They told me what they did. They 
told me what kinds of bugs they were afraid of, how they looked for them and some of the ones they 
found. I told them how I did what I did. 

What I discovered, time after time, was that I could find bugs that they had no idea how to look for. 
Good for me. 

But they could find serious bugs that I had no idea how to look for. I discovered, feeling 
embarrassed after leaving the first meetings of this kind, that I hadn’t believed this was possible. 

The techniques that I used might stumble over these bugs, but these testers could hunt them 
systematically. For the kinds of bugs they most urgently wanted to find, they were much better at it 
than I was. So they were learning something and I was learning something and we were happy to 
keep talking for a while. 

We did this for about a year and a half, until George’s budget ran out. 

This eventually turned into a liberating experience for me. I realized that I would never find a testing 
approach (style of testing, collection of techniques, set of best processes, none of that) that would 
apply across the field. There were fundamental differences in the situations of companies that led 
to fundamental differences in what they would look for, how they would test, how they would plan 
and track their work, how they would report their results, how much they could spend, and what 
kinds of accountability they would face for inadequate quality.  

My task as a consultant was to help clients do better. But better was only better if it was better for 
them, and that meant different things in the different situations. 

This world was too complex for me to be able to consult effectively to every type of client. I would 
never get to a level of knowledge and insight that could support that. Instead, I should make peace 
with the idea that some approaches to testing that I didn’t particularly respect could actually be 
better than anything I had to offer, in some situations that I could have fun studying but might never 
be able to effectively consult to. 

This, for me, was the birth of context-driven testing. And, in retrospect, this was when I found my 
mature voice in the field. 
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In terms of RSTA, Consultants Camp told my logical self that it was not going to happen. 

The Neff tours killed RSTA for my emotional self. Creating a narrow little world of people who all 
worked in essentially the same context, and looked to each other for most of their professional 
development might provide persuasive benefit for many of them, but it would leave many of them 
fragile. The software world, and society around it, were constantly changing. Requirements for great 
testing were constantly changing. (Change? Example: 30 years later, retail stores that sold software 
once played a huge role in the marketing planning of consumer software companies. Most of the 
people reading this paper have probably no conscious memory of that world.) Working in a cave 
where the context was fairly stable and outside changes probably filtered in slowly would set some 
people onto very fragile career paths and it would probably unleash a new generation of Best 
Practices advocates who didn’t understand why their precious ways of doing things didn’t apply 
perfectly to everyone else.  

I think many of the people around me, especially at Camp, understood the trap posed by RSTA 
already and were gently trying to help me see it. Sometimes, I can be a little stubborn. 

I still understood that testers needed an independent, nonprofit professional association. But it 
needed to offer a bigger tent that welcomed people of good will who wanted to improve quality, no 
matter how they did testing. 

5.6 Context-driven testing goes to School 
As we figured out what context-driven testing was, some of us created conference presentations 
about it. James Bach and I were doing a lot of joint marketing, which included cosigning a lot of 
papers and presentations. Sometimes he wrote, sometimes I wrote, we both signed the stuff on 
CDT and at the time, I think we both agreed on all the details. I think our work was the primary 
presentation of context-driven testing as a specific collection ideas that were influencing 
discussions in the field. 

For many people, I think what we were was saying was already obvious. Refining the idea into a 
collection of explicit statements that became the context-driven manifesto was made easy by the 
support offered by so many other people. Turning it into a book, Lessons Learned in Software 
Testing (2002), in a collaboration with Bret Pettichord who had a stronger background in philosophy 
than I did and was a better testing technologist too, refined our thinking and created a strong and 
influential presentation. 

But not everyone liked the ideas. Especially not the people who knew that their Standards should 
be followed by Everyone. Eventually several of us decided to respond to the unwelcomes coming 
from some quarters by declaring ourselves a “school” in Lessons Learned.  

I had taken a bunch of philosophy courses as an undergraduate and studied for my Ph.D. at 
McMaster University which had a well-deserved strong reputation in experimental psychology. Our 
faculty included experts whose theoretical outlooks were incompatible with each other and as 
students we watched them grind against each other, producing interesting experiments, insights 
about how to do research that provides credible answers, and progress in each other’s theories and 
practice over time. I watched this for 7 years (1976-1983), as a student and a few more as an 
alumnus paying attention to the school’s gossip; that was enough time to see genuine progress. It 



39 
 

was also fashionable back then for textbooks in the field to feature schools of thought in historical 
discussions, as a way of encouraging students to think critically about what they were learning. 

My courses on philosophies from India had taught me, among many other things, that appearances 
are deceiving. My courses on Kant and Hegel had taught me that ideologies and ideas evolve 
through structured opposition. Get two well‐formed views that disagree. Their advocates will grind 
their views against each other. Eventually, a third way will emerge. Schools of thought, as I studied 
them, serve as hosts for this dialectic process, forums where critical friction produces intellectual 
progress. 

And so several of us who were enthusiastic about context-driven testing decided it was time to 
improve the structure of the debates by declaring ourselves as a school. 

[ Schools are a mixed blessing. They provide a home base for people who identify with some 
core principles and want to work together to refine them. They bring progress to that group’s 
thinking and practice. But they are inherently divisive. My thinking about that came later, after 
AST was formed, so it’s out of scope of today’s paper. For a taste of that, see my joint 
presentation with Rex Black in 2014, “Schools of testing: Useful paradigms or negative 
influence?”, available at this link: 

https://kaner.com/wp-content/uploads/2014/04/SchoolsStpConSlides.pdf ] 

5.7 Should AST Be The Home of Context-Driven Testing? 
The idea of context-driven testing gradually permeated the LAWSTs, and many of the founders of 
AST had participated in LAWST or AWTA (Austin Workshop on Test Automation) or WTST (Teaching 
Software Testing) or STMR (Test Managers’ Roundtable) or several similar series of meetings.    

As we started meeting formally to organize AST, it was obvious that AST was going to be the home 
of the context-driven crowd.  

But should it identify itself as the home of the context-driven school?  

This was a controversy in the founding of AST. Initially I rejected the idea, saying that it was good 
enough that AST was populated mainly with context-driven testers. AST should be a big tent, we 
would grow best if we interacted professionally with anyone who wanted to interact with us. In CAST 
we were creating, (and in the LAWSTs we had created) forums that could host disagreements. 

Later, in my recollection a couple of years after AST formed, I was persuaded by the other views, 
and enough other people, that AST should declared itself the home of context-driven testing. I’m 
not sure what AST’s status is in that regard now. 

Should AST declare itself as context-driven now? I have no idea. Does it even matter now? I don’t 
know. I’ve been paying attention to other things for too long. AST has been reinventing itself under 
new leadership. Trust your own vision. 
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